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This brief White Paper was prepared at the request of Kevin Thompson of the National Science Foundation.  The objective of the paper is to provide a vehicle for discussion of the particular issues connected with “efficient” international routing.  The paper is organized in seven sections as follows:

1. Description of the problem

2. Description of inter-networking in both R/E and commercial networks

3. Example of a R/E routing problem

4. Recommendations of immediate and mid-term activities that would address the problem

5. Longer-term issues and the evolution of R/E networking

6.  Summary and Recommendations 

7.  Appendix ( which contains some additional detailed routing examples)

1.  Problem Description

Although labeled or “called” a routing problem, the issues surrounding inefficient traffic flow on international R/E network links have a number of different aspects.  Examples of these follow.

On occasion (and sometimes for long periods of time) traffic between two locations does not travel by the “most desirable” path.  The desirability of a particular unidirectional path can vary based on the application requirements and preference of the network administrators. For example, certain applications respond well to low latency, but don’t necessarily require large amounts of bandwidth. Other applications are written to take advantage of bandwidth, but may put less emphasis on latency. Often times, these applications coexist within a particular network, creating the need for more granular path selection methodologies. 

Regardless of the definition of desirable, there are very few pervasive tools available to the operators of R/E networks to understand the extent to which undesirable traffic paths are being utilized. In addition to the widely implemented ability to traceroute into a network, several projects are providing useful tools that the R/E community should embrace. Primary amongst them is the operationally focused RouteViews project
, based at the University of Oregon. Building upon that, the Computer Networks Research Group’s
 BGPlay project
 provides the dimension of time, giving operators a 10 day view into RouteViews peer networks routing tables. In addition to these centralized and coordinated efforts, individual networks often have their own disjoint data collection tools and operational-focused debug tools for outsiders to utilize. Unfortunately, these individual network looking glasses and netflow data analysis tools are often difficult to reconcile in any programmatic fashion between disparate networks.  
In addition to the lack of debug tools, engineers often challenged with understanding how they should handle the import and export of routes into or out of their network. Router vendors and standards bodies have provided an extensive set of methodologies to implement traffic engineering policies, but the community lacks the necessary metadata to align policy with a particular researcher’s desired outcome.  

Finally, there is limited communication among international R/E network operators except in times of emergency/crisis or perhaps near some particularly significant event such as SuperComputing or iGrid.   Within the North American commercial network operators, NANOG
 provides a forum for NOC-NOC engineering and operational discussions. But, R&E participation in NANOG has historically been limited and the discussion is generally limited to North American issues, as one might expect from the name. 

In summary, the “routing problem” is not very well-defined and there are few, or at least not very well-known, tools for providing assistance/information to a not very well-organized group of R/E NOC operators. 

2.  Description of Inter-network routing in Research and Education networks and commercial networks
There are significant differences between the commercial world (CW) and the R/E world with respect to routing and the drivers for “efficient” routing.

Commercial networks
In the CW very large networks (Tier1 ISPs) peer with each other and exchange traffic by a mechanism called Settlement Free Interconnects (SFI)
.   With this type of peering large ISPs interconnect with each other in multiple geographic locations with no financial exchange between the ISPs. The theory behind SFI is that traffic between these large ISPs is approximately equal.  Consequently, Tier1 ISP treat each other as equals.  However, Tier1 ISPs regularly monitor these traffic flows to ensure that this concept of equal flow remains accurate. In general, Tier1 ISPs have several motivating factors to establish SFI interconnects:

· Lowering transit costs

· Increased control over routers; direct peering always yields more ability to shift traffic around

· Decreased latency for their customers; the shorter distances between endpoints cause TCP backoff algorithms to allow an application more bandwidth- hence more traffic (and better performance) from their customers, whom they charge

Further, there are several reasons why a network would choose not to SFI peer with another network:

· Loss of potential revenue with a network you might otherwise charge for transit

· Traffic load asymmetry. (i.e. if the other network provides service to a large group of content providers, the asymmetric nature of the traffic volume combined with a hot-potato routing methodology, may mean that you would bear the greater burden in the creation of a bidirectional data exchange; the traffic would be on your network longer than it would be on your peers network

· Peering may strengthen a potential competitor, thus drawing away your customer base

In the CW smaller networks (Tier2 ISPs) and some content providers purchase transit (access to routes) from larger Tier1 ISPs.  This is a tiered network model, in contrast to the R/E flatter network model described below.  There is a financial exchange between Tier2 and Tier1 networks.  Consequently, it is in the interests both sides of this exchange to closely monitor traffic passing between networks and be certain that it passes in the most efficient and effective manner.

In more recent years, smaller ISPs (cable modem providers, regional ISPs, etc.) and large content providers (Google, Apple, Microsoft) have begun to peer directly with each other in a settlement free context. This more distributed approach has somewhat reduced the importance of larger ISPs, though they are still critical as a “gateway of last resort” for networks that don’t have presence at all the major exchange points
. 

In the CW, there are real costs and real dollars paid for connectivity.  Consequently, decisions are made based on cost minimizing considerations.  Network provisioning closely matches network usage.  Significant attention is paid to routing, routing tables and traffic balances.  There is careful analysis of imbalances and possible routing problems. Each of the facets of peering are analyzed by engineers and lawyers before decisions are rendered and peering is established. If there is any uncertainty, the NANOG list is a useful reference.  

Research and Education Networks
Research and Education networks are created, designed and provision quite differently (for quite different reasons) than commercial networks.

The most significant difference between the CW and R/E worlds is that in the R/E world, bandwidth is usually (not always) purchased by government organizations via grants or consortiums.   There is less incentive to reduce costs via more efficiency, whether in usage or routing.  Essentially, by design, there is little connection between costs and usage.  

Furthermore, there is less incentive to manage bandwidth efficiently in the R&E networks due to the over provisioned nature of the R&E infrastructure. It is not uncommon for R/E networks to carry an average of 100Mbps of traffic on a 10Gbps connection.  In a network over provisioned by a factor of 100, it is difficult to convince network operators to devote resources to the idea of efficiency.  As is discussed later, this over provisioning is purposeful. 

Following on the point made above, in the R/E world links are provisioned for the “most extreme individual experiment” rather than to insure generally optimal and cost-effective service.  Given the funding from governments or granting agencies and the fundamental purpose of R/E networks, this is not an unreasonable approach.

The R&E world has the additional dynamic of catering to individual researcher’s needs. At any given time, though more frequently around large conferences such as Supercomputing
, network engineers may utilize several different methodologies to alter network paths to satisfy the needs of a particular researcher. Often times, this has the unfortunate side effect of becoming a permanent, and difficult-to-track feature of the network landscape. Depending on the willingness of the network engineer to properly address the problem, this network “gaming” will often pull significant portions of an organizations network in a direction that is well suited to a particular researcher, but not to the larger population.

Additionally, this lack of coordination of routing is definitely due, in part, to network engineers simply not having a complete (or even partial) understanding of global routing.   As was pointed out previously, there is both a lack of tools (or, more specifically, a lack of knowledge about available tools) and the lack of a forum for the international discussion of this issue.

The issues above, when combined with the more general lack of strict legal definitions of appropriate peering and financial reparations, the traditional over-commitment of engineering resources and an (appropriate) focus of resources on providing means for the development of science collaborations, create a more relaxed attitude to network management and routing policy enforcement.  

Finally, international routing paths, and in fact entire international networks, may develop for reasons connected to political rather than technical objectives.  It is quite common for countries to have two smaller bandwidth connections to the United States rather than one, most larger and possibly less expensive connection.  Political reasons trump technical (and financial) reasons anytime.

However, it is important to note that Research and Educations networks are designed to create opportunities and collaborations rather than simply pass/exchange traffic and generate revenue. Consequently, R/E networks are sized for anticipated users rather than existing users, greatly reducing the operational connection and attention between traffic and network size and costs.  This fundamental difference between commercial and R/E networks argues strongly for a parallel but separate forum for the discussion of R/E routing issues and in no way diminishes the necessity for development of global routing visualization and management tools.

3.  An Example of a R/E routing problem
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Figure 1: Merit Route Propagation to Abilene

The diagram above illustrates a specific issue that was observed in March 2006 while troubleshooting a connectivity problem between Abilene (AS11537) and Merit (AS237).  Specifically, traffic between AS11537 and AS237, which should travel directly between these nodes, was instead traveling through Korea!

1. Merit, an MREN connector, has direct peerings with both Abilene and MREN. It announces its routes to all it’s peers. 

2. MREN has a peering with KREONET2, so it announces it’s customer routes. 

3. KREONET2 has a transit agreement with KOREN to provide transit to US customers, so KREONET2  announces the Merit route to KOREN

4. KOREN announces it’s entire routing table, including non-customer routes to APAN

5. APAN trusts that KOREN will filter its non-customer routes out and passes all KOREN-learned prefixes to TransPAC2 in the US. 

6. TransPAC2 trusts that APAN is only sending APAN customer prefixes so it passes all APAN-learned routes to Abilene. 

7. Abilene now has received two advertisements. One via the direct MREN peering and one via the much longer path via Asia. 

8. Abilene doesn’t have the Merit route in it’s inbound prefix filter facing Merit, so the direct MERIT-learned route is dropped. 

9. Even if Abilene had the MERIT route in it’s filter, MERIT was tagging the route with Abilene community 11537:140, which causes it to be preferred with a localpref of 140. This is done because of a backup agreement with a separate US-based network not depicted. 
10. APAN tags all its routes with Abilene community 11537:160. This is passed to Abilene and causes APAN routes learned via TransPAC2 to be local-preferenced with a weight of 160- higher than the direct Merit local-preference. APAN tags their routes with 11537:160 to influence return traffic over TransPAC2 instead of over a separate circuit they maintain to the US. 

What are some of the issues that caused the problem above?

A. KREONET2 should be indicating to KOREN which routes are transit routes and which routes are their internal customer routes

B. KOREN should not announce non-customer routes to APAN. Or they should announce those routes with tags that allow APAN to filter out non-KOREN customer routes

C. APAN should be able to distinguish between it’s customers routes and its customers transit routes

D. Abilene has local-preference values that can be manipulated remotely. An engineer needs to be familiar with Abilene’s internal BGP community infrastructure to successfully navigate the problem

E. With the exception of Abilene’s direct peering with Merit, all networks along the path appear to have very loose restrictions on what networks they will accept from their BGP neighbors. 

In this case, as in many (all?) international routing problems, problem resolution is often relegated to multiple point to point discussions that resolve individual problems, but rarely address the larger issues. The routing problem is fixed.  But, the underlying issues that lead to the problem remain.  The lack of problem “broadcast” relegates the discussion to one-time, one-on-one immediate triage with little follow-up on the greater problem.  Additionally, this lack of “broadcast” limits knowledge of the problem and the underlying issues to only the directly involved parties.

4.  What immediate and mid-term steps can be taken to address these problems?

The R/E community should move toward using international common technical forums to focus attention on the problem.  Obvious suggestions are the APAN meetings, the Internet2 meetings, the TEIN2 meetings, the TERENA meetings and other international networking forums. There was a full-session discussion of international routing at APAN22 in Singapore (http://www.apan.net/meetings/singapore2006/proposals/APAN-Routing.html).  A follow-up routing meeting is planned for the December Internet2 meeting in Chicago and for the APAN23 meeting in Manila.  

The R/E community should encourage use of (participation in) existing tools such as RouteViews to make current routing visible to the entire community.  Again, see the notes from APAN22 referenced above.  It was agreed at this meeting that all APAN countries who were not participating in RouteViews would participate by APAN23.

The R/E community should encourage international NOC-NOC engineering and operational cooperation.   To that end, rather than simply grumbling about inefficient or incorrect routing engineers and attempting one-to-one solutions NOC operators need a mechanism (forum) to address the problems, in “broadcast” mode.  

The Coordinating Committee for Internatinal Research Networking (CCIRN) has taken a step toward addressing this lack of a forum problem.  At the April 2006  meeting the CCIRN charged Indiana University and Internet2 with the development of the Research and Education Network Operators Group (RENOG). See the following for details: http://www.ccirn.org/CCIRN2006-minutes-final.pdf.  RENOG, is a light weight “mailing list organization” designed to provide the ability to broadcast both international network routing problems and the solutions to these problems.  At the present time, the success of RENOG, as measured by traffic on the mailing list is limited.  Perhaps this approach is too limited or another mechanism for addressing this problem needs to be tried.  Our view is that the ability of the international routing community to interact more publicly is particularly important because of the parallel, but fundamentally different, goals of commercial and R/E networks. 

5.  Longer-term issues and the evolution of R/E networking

How will the direction of evolution of R/E networking will effect “routing” ?  That is impossible to predict (at least for us).  We offer three questions that we view as important speculation relating to international R/E networks and routing.

1. Will switched on-demand bandwidth become a primary mechanism for handling large data flows?   If so, then routing will take on an additional meaning.  Routing may mean allocation of light paths rather than only the direction of packets.  

2. What is the future of backbone networks?  Will networking become a collection of regional networks connected by on-demand circuits with much smaller backbone connections, thus increasing the number of entities involved in resolving performance problems and routing between these regional organizations?  Or, will the continually declining cost of raw bandwidth mean that backbone networks will simply expand and offer services as good as on-demand networks in a much simpler environment?

3. How will R/E networking in the United States be delivered and how will this effect international networking and routing?  The NLR-Interent2 controversy in the US certainly has the potential to make international routing more confusing, as international networks connect to one or both major US R/E networks, not considering the already existing issues of FedNets in the US.  As US entities “take sides” in the NLR-I2 dispute, it is possible that a connection between two US universities, one connected to NLR and one connected to Abilene/I2 would be routed to an international exchange point and then back into the US rather then routed directly over US terrestrial infrastructure.

6.  Summary and Recommendations

Commercial networks and R/E networks are built for different purposes and are managed to different objectives.  Commercial networks are concerned about costs and efficiency.  R/E networks are designed to create collaborations and support research rather than efficiently exchange traffic or generate revenue.  However, while the managing principles may be different, the underlying needs of routing engineers in both types of networks are surprisingly similar.

This paper makes three recommendations.

1. Networks need to participate in (make use of) existing routing tools such as RouteViews.  This directly relates to Recommendation #2.

2. The issue of international routing needs to be given attention on the international stage (at meetings such as CCIRN, APAN and TERENA).  

3. The international R/E community needs a regular forum where routing issues can be discussed and information exchanged among international routing engineers.

Appendix A

The following exhibits are further examples to illustrate some of the unique challenges that the authors of this paper have been involved with. They have been chosen as representative examples that highlight a facet of the discussion and are not meant to represent the complete set of challenges that have arisen in the past several years. 

Exhibit A: R/E “Fish” Traffic

Given the common US interconnection methodology of bringing connectors behind large regional aggregation points (called gigapops), and given that the service offerings of most gigapops include  both commodity and R/E peerings, the R/E community has faced the following asymmetric behavior for quite a number of years. Consider the following topology:
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Figure 2: R/E Fish Traffic

In the topology above, US Gigapop A provides commodity connectivity for one of it’s connectors. It does not provide R/E access, so it’s routes aren’t sent to the R/E network (nor would the R/E network accept them). Gigapop B provides both R/E and commodity service to its connector. As such, it advertises its customer’s routes to both the commodity and the R&E network. Gigapop A receives these routes from both the commodity and R/E peerings. Gigapop A will typically localpreference routes from the R/E network higher than routes on the commodity network. As such, Gigapop A prefers the R/E path toward Gigapop B’s customer, and Gigapop A prefers the Commodity path for Gigapop A’s customer. 

This is a fairly old problem with some well-known solutions. Most US Gigapops today have solved the issue by using Virtual Routing and Forwarding (VRFs) tables so they can keep distinct sets of destinations for use by their connectors. The question will be complicated somewhat in the coming months as US R/E networks (notably Abilene and the National TransitRail project) are looking toward providing all or part of commodity routes as part of their service offering. 

Exhibit B: TEIN2 Routing
In late 2005, the TEIN2 network was brought online, creating the following topology:
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Figure 3: TEIN2 Routing

TEIN2 administrators had some very specific traffic flow directions in mind when creating the network traffic engineering policy. One specific desire was for US-bound traffic to flow in the direction of APAN, with GEANT as a backup. This decision was based on the network latency and available bandwidth between the various locations. As such, the TEIN2 network receives US network routes from both GEANT and from APAN. In addition, TEIN2 provides backup connectivity between APAN and GEANT, so it passes GEANT-learned and APAN-learned routes between the two networks. A difficulty arises when the set of routes that Abilene advertises to GEANT isn’t congruent with the set of routes it advertises to APAN. 

Such a problem arose in early 2006 when GEANT engineers noticed that their traffic to various US Federal networks was taking the very long path via Asia to get to the United States. At issue was the Internet2 Federal Network policy. Due to some contractual constraints with Abilene’s carrier, Abilene cannot do blanket advertisements of federal networks to its international peers. Some networks have agreements in place to receive all or some of the set of federal networks. TransPAC2 was such a network with an agreement to receive all Federal network routes. GEANT was only receiving a subset of those destination advertisements. Since TransPAC2 passes those routes to APAN, and APAN passes all their US-learned routes to TEIN2 (for the GEANT backup), this created an incongruent set of routes that GEANT received between it’s TEIN2 and Abilene peerings. Given the latency involved, a commodity path was more preferable from their perspective. 
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